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Summary
Engineer who designs, builds and runs the platforms that train and serve medical AI. Two years designing secure multi-cloud
architectures for clients, then GPU and agentic AI platforms adopted by research and engineering teams. I frame the need with the
people who have it, build everything as code, and stay until it runs.

Experience
DevOps & MLOps Engineer · GE HealthCare Sept. 2025 – now

Cloud & DevOps Architect, apprentice · Alfa-Safety Nov. 2023 – Sept. 2025

AI Developer, intern · P2Enjoy July – Oct. 2023

Selected projects
Medical AI hackathon platform · technical partner, Lyon Feb. 2026

ESEO apprentice platform · team lead, Azure 2024 – 2025

LivOpty · founder 2025 – now

Skills
Cloud: Azure, AWS, OVHcloud, FinOps, ISO 27001
Platforms: Kubernetes, Helm, Terraform, Ansible, Docker, GitLab CI, Argo CD
MLOps & AI: Slurm, NVIDIA GPU Operator, vLLM, LangGraph, RAG, MCP
Observability & security: Prometheus, Grafana, ELK, Keycloak, Trivy
Software: Python, TypeScript, Next.js, React Native, PostgreSQL

Education
ESEO Engineering Degree · Computer Science and Information Systems, apprenticeship · Master’s level · 2022 – 2025 · final semester
16.99/20
Preparatory classes, engineering · Prépas Internationales, Yaoundé · 2020 – 2022 · ranked 3rd of 59

Certifications
Certified Kubernetes Administrator (In progress) · The Linux Foundation
Terraform Associate (In progress) · HashiCorp
Introduction to Kubernetes (LFS158) · The Linux Foundation · 2026
Cloud Foundations · AWS Academy · 2025

Languages
French Native · English Fluent · TOEIC 935 · German Professional working

Awards and volunteering
1st prize, BioGroup · InnovHer health hackathon, 2025
150 students coached · toward their first job, 65% hired
Volunteer · VivaTech 2026 (team lead), EthCC

Designed, built and now run the GPU platform for medical AI training; moved it to a scheduler researchers knew; several research
teams now use it daily, and most training jobs run on it.
Designed and led an agentic AI platform on private GPUs for engineering teams; several teams use it daily, and its adoption led to a
dedicated team.
Work directly with hospital customers on public-tender projects, so our AI products fit their daily operations.
Led my team’s hypervisor migration with near-zero downtime; other teams reused the method.
Represent the company’s AI solutions in external research and innovation consortia.

Designed cloud architectures on Azure, AWS and OVHcloud for multinationals and SMEs, under ISO 27001: costs cut by 5 to 40%,
99.9% SLA kept.
Proposed and built the company’s log platform on ELK: up to 2 TB of logs a week in one place, incidents analyzed 30% faster, 70% less
storage.
Led workshops with clients before steering committees, then trained their teams until they ran their platforms on their own.

Built generative AI demos shown to visitors at VivaTech, EthCC[6] and AI meets Web3, then turned them into product features.

Designed and shipped in one week a GPU platform for 150 participants in 25 teams: 36 hours live, zero downtime, rated 4.7/5.

Production-grade infrastructure as code for under €20 a month; elected best project of the 2025 class.

A household app on iOS, Android and web, built alone and used every day; in beta on TestFlight.


